
ECNS 561

Simple Regression Model



The simple regression model

• We use regression analysis when we are interested in the 

relationship between two variables.  For example, education and 

criminal behavior.

• When we want to empirically explain crime in terms of education, 

we face some serious issues

– Omitted variables:  How do we hold constant other factors that simultaneously 

determine both education and crime?

– Reverse causality: Does education cause crime or vice versa?

– What is the correct functional relationship between education and crime?  

E.g., Is the relationship linear?

– How do we know with certainty that we are capturing the true relationship 

between education and crime?



• We can work to resolve these issues through regression analysis.  A 

simple framework would resemble the following linear regression 

model

Crime = α + βEduc + ε

• Crime: the dependent variable

• Educ: an independent variable (aka a control variable or 

explanatory variable)

• ε: error term.  All other factors other than Educ that affect 

Crime…think of these as “unobservables”

• β: slope parameter that explains the relationship between Educ and 

Crime

• α: intercept



• We can make the following assumption about ε as long as we 

include the intercept in the regression equation (will see this in a 

HW problem)

E[ε] = 0.

• This makes a statement about the distribution of the unobserved 

factors in the population.

• Because ε and Educ are random variables, we can define the 

conditional distribution of ε given any value of Educ.  

• In particular, for any level of education, we can obtain the average 

value of ε for that slice of the population described by that level of 

education.  

• The crucial assumption in our regression framework is that the 

average value of ε does not depend on the value of Educ.  

Mathematically,

E[ε|Educ] = E[ε]



E[ε|Educ] = E[ε]

• This implies that the average value of the unobservables is the same 

across all education levels (i.e., ε is mean independent of Educ)

• When E[ε] = 0 and E[ε|Educ] = E[ε] both hold, we obtain the zero 

conditional mean assumption

E[ε|Educ] = 0

• This assumption allows us to write the regression equation from 

above, after taking expectations, as

E[Crime|Educ] = α + βEduc

• This represents a population regression function and shows that 

E[Crime|Educ] is a linear function of Educ.  

– β represents the amount the expected value of Crime changes by when we 

have a one unit increase in Educ

– This equation tells us how the average value of Crime changes with Educ; it 

does not imply that Crime equals α + βEduc for all units in the population



Deriving Ordinary Least Squares (OLS) Estimates

• Let (xi, yi), where i = 1, …, n, denote a random sample from a 

population with size n

• Consider the following regression equation

yi = β0 + β1xi + εi

for each i

• Q. How do we estimate the parameters of this equation, β0 and β1?

• That is, we need to figure out how to use the data to estimate the 

intercept and slope in the equation above

• To do so, we will use E[ε] = 0 and an important implication of the 

assumption that E[ε|x] = E[ε]…i.e., the unobservables are 

uncorrelated with the observables

– This allows us to write

Cov(x, ε) = E[xε] = 0



Go to board to derive OLS estimates

•  𝛽0 and  𝛽1 are the ordinary least squares (OLS) estimates of β0

and β1 

• For any  𝛽0 and  𝛽1 we define a fitted value for y when x = xi as

 𝑦i =  𝛽0 +  𝛽1xi 

• This is a particular predicted value for y when x = xi for a given 

intercept and slope

• We define the residual for the ith observation as

 𝑢i = yi -  𝑦i = yi -
 𝛽0 -

 𝛽1xi 

– Clearly, there are n of these residuals (i.e. one for each member of the 

population…depending on our unit of observation, a “member” of the 

population could be an individual, county, state, country, etc.)



• Suppose we choose  𝛽0 and  𝛽1 to make the sum of squared 

residuals

 𝑖=1
𝑛  𝑢i

2  =  𝑖=1
𝑛 (𝑦𝑖 −  𝛽0 -  𝛽1xi)

2, 

as small as possible.

[show that  𝛽0 and  𝛽1 minimize the sum of squared residuals]



• The name “ordinary least squares” comes from the fact that 

these estimates minimize the sum of squared residuals

• Q. Why not minimize some other function of the residuals, such 

as the absolute values of the residuals?  

– With OLS, we will be able to derive unbiasedness, consistency, and other 

important statistical properties relatively easily

– As we will see later, OLS is well suited for estimating the parameters in 

the conditional mean function

E(y|x) = β0 + β1x

• After we have solved for the estimates of the slope and intercept, 

we can write the OLS regression line as

 𝑦 =  𝛽0 +
 𝛽1x





 𝑦 =  𝛽0 +
 𝛽1x

• Also referred to as a sample regression function

– Remember, that the population regression function

E(y|x) = β0 + β1x

is fixed (but unknown) in the population.

– The sample regression function, depending on the sample, will generate 

different estimates of  𝛽0 and  𝛽1

– In general, our interest lies in 

 𝛽1 = 
𝜕 𝑦

𝜕𝑥

[go through again, but in matrix notation and then show Mata example]



Algebraic Properties of OLS
• 1.)  The sample average of the residuals is zero

(1/n) 𝑖=1
𝑛  𝜀i = 0

 𝑖=1
𝑛  𝜀i = 0

– This follows directly from the OLS first order conditions

• 2.)  The sample covariance between the regressors and OLS 

residuals is zero.  Again, this follows directly from the first order 

conditions, which can be written in terms of the residuals as

 𝑖=1
𝑛 𝑥𝑖  𝜀 i = 0

• 3.)  The point (  𝑥,  𝑦) is always on the OLS regression line. If we 

plug  𝑥 into   𝑦 =  𝛽0 +
 𝛽1x, then the predicted value is  𝑦.



• Total Sum of Squares (SST)

SST ≡  𝑖=1
𝑛 ( 𝑦𝑖 -  𝑦)2

– A measure of the total sample variation in the 𝑦𝑖 (i.e., how spread out the 

𝑦𝑖 are in the sample).  If we divide SST by n – 1, we get the sample 

variance of y (as we discussed in our math stats review).

• Explained Sum of Squares (SSE) (aka “regression sum of squares” or 

“model sum of squares”)

SSE ≡  𝑖=1
𝑛 (  𝑦𝑖 -  𝑦)2

– A measure of the sample variation in the  𝑦𝑖 .

• Residual Sum of Squares (SSR) (aka “error sum of squares”)

SSR ≡  𝑖=1
𝑛  ε𝑖

2

– A measure of the sample variation in the  ε𝑖
2

• The total variation in y can always be expressed as the sum of the explained 

variation and the unexplained variation SSR.  Thus,

SST = SSE + SSR

[insert proof]



Goodness-of-Fit

• Useful to compute a statistic that summarizes how well the OLS 

line fits the data.  

• The R-squared of the regression is defined as

R2 ≡ SSE/SST = 1 – SSR/SST

• This is the ratio of the explained variation compared to the total 

variation

– I.e., the fraction of the sample variation in y that is explained by x.

– Often interpreted by multiplying by 100, giving the interpretation of “the 

percentage of the sample variation in y that is explained by x”

• In economics, low R-squareds are not uncommon (especially 

when dealing with cross-sectional data analysis).

– Does not necessarily mean the OLS regression is useless…still could be a 

good estimate of the relationship between y and x.



Nonlinearities in Simple Regression (more to come on this later 

in the semester)

• Often the dependent variable appears in logarithmic form

– Linear interpretation may not be reasonable

– Suppose  𝛽1 = -5.00 in a county-level regression on the relationship between 

crime and education (with an interpretation as follows “an increase in the 

average level of education in the county by one year, leads to five fewer 

crimes per 1,000 population annually”…here, we have defined the 

dependent variable as a rate)

– This means that the marginal impact of an added year of education is the 

same if we go from 9 to 10 years or from, say, 13 to 14 years

– Perhaps a better characterization of how crime changes with education 

levels is that each year of education decreases crime by a constant 

percentage.



• A model that gives (approximately) a constant percentage effect is

log(crime ratec) = β0 + β1educc + εc

where c indexes counties and 

– crime rate is the number of crimes in county c per 1,000 population

– educ is the average level of education in county c

– ε is an error term

• log(∙) denotes the natural logarithm.

• Here, we have the following interpretation

%Δcrime rate ≈ (100∙ β1)Δeduc

• By exponentiating, we can write

crime ratec = exp(β0 + β1educc + εc)

• Mechanics of OLS are the same as before



• We just discussed the log-level OLS model and have 

been using the level-level OLS model up until today

• With the log-level model, 100∙β1 is called a semi-

elasticity of y with respect to x

• Level-log OLS model isn’t used as much in practice, and 

we won’t discuss it

• In the log-log model, β1 is the elasticity of y with respect 

to x



• We have just shown that our general OLS model allows for certain 

nonlinear relationships.  

• So, what does “linear” refer to in our case of OLS?

– It means that our regression equation is linear in the parameters β0 and β1

– No restrictions on how y and x relate to the original explained and 

explanatory variable so interest

• Could define x as log(educ), educ2, etc., etc.

• There are, however, applications where the regression equation is 

not linear in its parameters…these are referred to as nonlinear 

regression models.  These models are going to be outside the scope 

of our class



Unbiasedness of OLS

• We will show OLS is unbiased under a simple set of assumptions.

• In what follows, SLR refers to “simple linear regression”

SLR.1 (linear in parameters assumption)

• As mentioned before, OLS is linear in parameters. As shown in 

the standard population model

y = β0 + β1x + ε

SLR.2 (random sampling)

• We are interested in estimating the population parameters in the 

equation above.  To do so, we assume our data are from a random 

sample

• That is, we have a random sample of size n {(xi, yi): i = 1, 2, …, 

n}, following the population model 

yi = β0 + β1xi + εi, i = 1, …, n



SLR.3 (sample variation in the explanatory variable)

• The sample outcomes on x, namely, {xi, I = 1, …, n}, are not all the 

same value.

SLR.4 (zero conditional mean)

E[ε|x] = 0

• For a random sample, this implies that E[εi|xi] = 0, for all i = 1, …, n

[show that OLS is unbiased]



Variances of the OLS Estimators

• Important to know how far we can expect our estimate to be from 

the population parameter on average

• This will help us choose the best estimator among all, or at least a 

large set of, unbiased estimators

– Recall, that we compared the efficiency of unbiased estimators in our math 

stats review

• The measure of spread in the distribution of our estimate that we 

will use is the variance (or standard deviation)

• We can compute the variance of the OLS estimators under 

assumptions SLR.1 through SLR.4.  

• For ease of computation, we add an assumption that is traditional for 

cross-sectional analysis.



SLR.5 (Homoskedasticity)

• The error has the same variance given any value 

of the explanatory variable.  That is, the variance 

of the unobservable, ε, conditional on x, is 

constant

Var(ε|x) = σ2

• This is known as the homoskedasticity or 

“constant variance” assumption



• Do not confuse this assumption with SLR.4, which involves the 

expected value of ε (not the variance of ε)

• Unbiasedness can be established without SLR.5

• SLR.5, however, implies that OLS has certain efficiency 

properties (which we will see later)

• Helpful to write SLR.4 and SLR.5 in terms of the conditional 

mean and conditional variance of y:

E[y|x] = β0 + β1x

Var[y|x] = σ2 

• The conditional expectation of y given x is linear in x, but the 

variance of y given x is constant



• This situation is graphed below



• When Var[ε|x] depends on x, the error term is said to exhibit 

heteroskedasticity (or nonconstant variance).

• Because Var[ε|x] = Var[y|x], heteroskedasticity is present whenever 

Var[y|x] is a function of x.

• Take the following example from pg. 52 of your text

-In order to get an unbiased estimator of the effect of education on wages, 

we assume that E[ε|education] = 0, and this implies E[wage|education] = 

β0 + β1education. 

-If we also make the assumption of homoskedasticity, then 

Var[ε|education] = σ2 does not depend on the level of education, which is 

the same thing as assuming Var[wage|education] = σ2.  That is, the 

variability in wage about its mean is assumed to be constant across all 

education levels.

-This may be an unrealistic assumption.

-Maybe people with more education have a wider variety of interests and 

job opportunities…which could lead to more wage variance at higher 

education levels 



– People with low education levels may have fewer opportunities and often 

must work at or near the minimum wage, reducing wage variability

– This situation is shown below



• Sampling variance of the OLS estimators

Var( 𝛽1) = σ2/SSTx = σ2/ 𝑖=1
𝑛 (𝑥𝑖 −  𝑥)2

Var( 𝛽0) = (σ2n-1 𝑖=1
𝑛 𝑥𝑖

2)/ 𝑖=1
𝑛 (𝑥𝑖 −  𝑥)2

[show proof for Var( 𝛽1). Proof for Var( 𝛽0) will be 

on Mega HW #2]

• The larger the error variance, σ2, the larger is Var( 𝛽1)…see 

numerator above

– Straightforward because more variation in the unobservables makes it more 

difficult to estimate β1 with precision

• More variability in the independent variable is preferred 

– As variability in the xi increases, Var( 𝛽1) decreases…see denominator above

– The more spread out the data, the easier it is to estimate the relationship 

between E[y|x] and x.



x

.

Not much variation in x. 

Multiple lines seem to fit data.

y



x

.

y

More variation in x makes it easier to fit a line.

Courtesy of Dan Rees

• Can ensure spread in x when designing your own experiments

• But, generally, we must take what the data give us…larger N 

will help decrease Var( 𝛽1) 



Estimating the Error Variance

• The formulas for Var( 𝛽1) and Var( 𝛽0) are almost always 

unknown.

• Q. Why?

• Ans. Because σ2 is unknown

• But, we can use the data to estimate σ2, which then allows 

us to estimate Var( 𝛽1) and Var( 𝛽0)

• Remember, there is a difference between the errors and 

the residuals



x

.

 𝜀i > 0

 𝜀i < 0

 𝜀i = 0

Recall, the residual,  𝜀i, is equal to the 

vertical distance between the observation 

and fitted line.  Think of the residuals as 

estimates of the disturbance term, i. 

Note that we can observe  𝜀i but not i. 

y = β0 + β1x

y

 𝜀i = yi -  𝑦i 



• Back to estimating σ2…

• We know that σ2 = E[ε2], so an unbiased estimator 

of σ2 is (1/n) 𝑖=1
𝑛 𝜀𝑖

2.

• Q. But, what is the problem with this estimator?

• Ans. We cannot observe the εi.

• If we replace the errors with the residuals, we have

(1/n) 𝑖=1
𝑛  𝜀𝑖

2 = SSR/n

• Unfortunately, this estimator turns out to be biased



• The above estimator turns out to be biased essentially because it 

does not account for two restrictions that must be satisfied by 

the OLS residuals.  That is, the restrictions given by the two 

OLS FOCs

 𝑖=1
𝑛  𝜀𝑖 = 0  𝑖=1

𝑛 𝑥𝑖  𝜀𝑖 = 0

• Think of these restrictions as follows…if we know n – 2 of the 

residuals, we can always solve for the remaining two by using 

the FOCs.

• The unbiased estimator of σ2 that we will use makes a degrees 

of freedom adjustment

 𝜎2 = (1/(n - 2)) 𝑖=1
𝑛  𝜀𝑖

2 = SSR/(n – 2)

note: you will often seen this denoted as s2

[show that  𝜎2is an unbiased estimator of σ2]



• If we plug  𝜎2 = SSR/(n – 2) in the variance formulas

Var( 𝛽1) = σ2/SSTx = σ2/ 𝑖=1
𝑛 (𝑥𝑖 −  𝑥)2

Var( 𝛽0) = (σ2n-1 𝑖=1
𝑛 𝑥𝑖

2)/ 𝑖=1
𝑛 (𝑥𝑖 −  𝑥)2

then we have unbiased estimators of Var( 𝛽1) and Var( 𝛽0) 



Regression through the Origin

• In some applications, a model that originally has a nonzero 

intercept is transformed into a model without an intercept

 𝑦 =  𝛽1x

• To obtain the slope estimate, we still use OLS, which minimizes 

the sum of the squared residuals:

 𝑖=1
𝑛 (𝑦𝑖 −  𝛽1 𝑥𝑖)

2 = 0

• From this, we can solve for  𝛽1

 𝛽1 = 
 𝑖=1

𝑛 𝑥𝑖𝑦𝑖

 𝑖=1
𝑛 𝑥𝑖

2 (provided that all the xi are not zero)

• In Mega HW #2, we will show that this estimator is actually a 

biased estimator of 𝛽1


