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Multiple Regression Analysis



Model with Two Independent Variables

• Consider the following model 

Crimei = β0 + β1Educi + β2[what else would we 

like to control for?] + εi

• Here, we are taking the “what else…” out of the error term 

and explicitly putting it in the regression equation.  

• Now, β2 measures the ceteris paribus effect of “what 

else…” on the likelihood that individual i commits a crime

• In this equation, we are measuring the impact of education 

on crime while holding a factor, that is simultaneously 

correlated with education and crime, constant



• For the two variable regression model

y = β0 + β1x1 + β2x2 + ε

the key assumption about how ε is related to x1 and x2 is

E[ε|x1, x2] = 0

• For any values of x1 and x2 in the population, the average of the 

unobserved factors is equal to zero.

• The general multiple linear regression model can be written in the 

population as

y = β0 + β1x1 + β2x2 + .. + βkxk + ε

with the key assumption that

E[ε|x1, x2, …, xk] = 0



• In the general case, we seek the estimates k + 1 estimates  𝛽0,  𝛽1, …, 
 𝛽𝑘 to minimize the sum of squared residuals

 𝑖=1
𝑛 (𝑦𝑖 −  𝛽0 −  𝛽1𝑥𝑖1 −⋯−  𝛽𝑘𝑥𝑖𝑘)2

• This leads to k + 1 linear equations in k + 1 unknowns  𝛽0,  𝛽1, …,  𝛽𝑘

 𝑖=1
𝑛 (𝑦𝑖 − 𝛽0 −  𝛽1𝑥𝑖1 −⋯−  𝛽𝑘𝑥𝑖𝑘) = 0

 𝑖=1
𝑛 𝑥𝑖1(𝑦𝑖 − 𝛽0 −  𝛽1𝑥𝑖1 −⋯−  𝛽𝑖𝑘𝑥𝑖𝑘) = 0

.

.

.

 𝑖=1
𝑛 𝑥𝑖𝑘(𝑦𝑖 − 𝛽0 −  𝛽1𝑥𝑖1 −⋯−  𝛽𝑖𝑘𝑥𝑖𝑘) = 0



Interpretation

• Written in terms of changes

Δ  𝑦 =  𝛽1∆𝑥1+  𝛽2∆𝑥2+ … +  𝛽𝑘∆𝑥𝑘

• Holding all other factors fixed, we interpret a one unit change in a 

variable of interest as

Δ  𝑦 =  𝛽1∆𝑥1

𝜕  𝑦

𝜕 𝑥1
=  𝛽1

• Thus, we have controlled for the variables x2, …, xk when 

estimating the relationship between x1 and y

[note: your text words this as “…when estimating the “effect of x1 on y, 

but I have changed this wording…what do you think?]



OLS Fitted Values and Residuals

• Similar to before, we obtain the predicted value (aka 

fitted value) and residuals as

 𝑦i =  𝛽0 +  𝛽1𝑥𝑖1+  𝛽2𝑥𝑖2+ … +  𝛽𝑘𝑥𝑖𝑘

 𝜀𝑖 = yi -  𝑦i

If  𝜀𝑖 > 0, then  𝑦i is below the regression line (i.e., yi is 

“underpredicted”)

If  𝜀𝑖 < 0, then  𝑦i is above the regression line (i.e., yi is 

“overpredicted”)



• The OLS fitted values and residuals have some important 

properties that are immediate extensions from the single 

variable case

– 1.) The sample average of the residuals is zero and so  𝑦 =   𝑦

– 2.) The sample covariance between each independent variable 

and the OLS residuals is zero. Consequently, the sample 

covariance between the OLS fitted values and OLS residuals is 

zero.

– 3.) The point (𝑥1, 𝑥2, …, 𝑥𝑘,  𝑦) is always on the OLS regression 

line



More on the Interpretation of Multiple Regression

• The following will help us think more about the mechanics of 

OLS

• Consider the case with two independent variables

 𝑦 =  𝛽0 +  𝛽1𝑥1+  𝛽2𝑥2

• One way to express  𝛽1 is 

 𝛽1 = ( 𝑖=1
𝑛  𝑟𝑖1𝑦𝑖)/( 𝑖=1

𝑛  𝑟𝑖1
2 )

where the  𝑟𝑖1 are the OLS residuals from a simple regression of x1

(an independent variable in this exercise) on x2

• That is, we regress x1 on x2 and obtain the residuals

• The equation above illustrates that we can then do a simple 

regression of y on the residuals from the first step to obtain  𝛽1



• The previous slide shows the “partial effect” interpretation of  𝛽1
• The residuals  𝑟𝑖1 are the part of the xi1 that is uncorrelated with 

xi2.  

• Another way of thinking about this is that  𝑟𝑖1 is xi1 after the 

effects of xi2 have been partialled out, or netted out.  

•  𝛽1 measures the sample relationship between y and x1 after x2 

has been partialled out.

[show how we solve for formula for  𝛽1]



Comparison of Simple and Multiple Regression Estimates
• Two special cases exist in which the simple regression of y on x1 will produce the same 

OLS estimate on x1 as in the regression of y on x1 and x2 (note: this generalizes readily 

to the case of k independent variables)

• So, we are considering the following two regressions

 𝑦 =  𝛽0 + 𝛽1𝑥1

 𝑦 =  𝛽0 + 𝛽1𝑥1 +  𝛽2𝑥2

• There is a simple relationship between  𝛽1 and  𝛽1 in this situation

 𝛽1 =  𝛽1 +  𝛽2 δ1

where  δ1 is the slope coefficient from the simple regression of xi2 on xi1 , i =   

1, …, n

• Q. When does  𝛽1 equal  𝛽1?

1.)  The partial effect of x2 on  𝑦 is zero in the sample. i.e.,  𝛽2 = 0

2.)  x1 and x2 are uncorrelated in the sample.  i.e.,  δ1 = 0.

• In practice, these estimates are almost never identical, but this gives us a framework for 

when they might be very different or quite similar



Many of the concepts we covered in the one 

independent variable case, easily extend to the 

multivariate case…

• See Wooldridge for discussion on “Goodness-of-Fit” 

and “Regression through the Origin” if you want further 

details on these concepts for multivariate analysis



Expected Value of the OLS Estimates

• MLR.1 through MLR.4 directly follow from SLR.1 through 

SLR.4

• MLR.1 The population model is linear in parameters

• MLR.2 We have a random sample of n observations, {(xi1, xi2, 

…, xik): i = 1, 2, …, n}, following the population model in 

Assumption MLR.1

• MLR.3 No perfect collinearity.  In the sample (and therefore in 

the population), none of the independent variables are constant, 

and there are no exact linear relationships among the independent 

variables

– This is a bit more complicated in the multivariate case (let’s expand on this 

with some examples)



No Perfect Collinearity

• If an independent variable is an exact linear combo of the other 

independent variables, then we say the model has perfect collinearity, 

and cannot be estimated by OLS.

• This does not mean variables cannot be correlated (just not perfectly)

• For example, suppose we have 

Crimei = β0 + β1Educi + β2Incomei + εi

– An individual’s level of education and income are obviously going to be 

correlated (perhaps highly).  In fact, the main reason we include income in 

the equation is that we think it is correlated with education…thus, we want to 

hold it fixed.

• The simplest way two independent variables can be perfectly correlated is 

when one is a constant multiple of another

– E.g., maybe we were careless and entered income measured in hundreds of 

dollars and income measured in thousands of dollars



• Note, we can include exact functions of variables…

Crimei = β0 + β1Educi + β2Incomei + β3Incomei
2 + εi

They just cannot be exact linear functions of one another.

• Another example of perfect collinearity is when one independent 

variable can be expressed as an exact linear function of two or more 

of the other independent variables

Crimei = β0 + β1Educi + β2 Total_Incomei + β3Income_JobAi +   

β4Income_JobBi + εi

where Income_JobAi + Income_JobBi = Total_Incomei

– Q. Why is this a nonsensical regression specification?

– Ans. Suppose we want to measure the marginal impact of one more dollar of 

income from Job A, ceteris paribus.  Won’t work!...if income from Job B and 

total income are held fixed, then we cannot increase income from Job A



• MLR.3 also fails if the sample size, n is too small relative to the 

number of parameters being estimated in the model.  

• In the general regression model, there are k + 1 parameters, and 

MLR.3 fails if n < k + 1.  

– To estimate k + 1 parameters, we need at least k + 1 observations. 

– Always better to have a larger n…which we will see later

MLR.4 Zero conditional mean

• The error ε has an expected value of zero given any values of the 

independent variables

E[ε|x1, x2, …, xk] = 0

• If this assumption holds, then we say we have exogenous 

explanatory variables

• If xj is correlated with unobservables, then it is said to be endogenous



Unbiasedness of OLS

• Under MLR.1 through MLR.4

E[  𝛽𝑗] = 𝛽𝑗, j = 0, 1, …, k

for any values of the population parameter 𝛽𝑗.  



Including Irrelevant Variables in our Regression

• Overspecification happens when we include one or more 

covariates that have no relationship with y in the population

Crimei = β0 + β1Educi + β2Incomei + β3Red_Shoesi + εi

• Let’s suppose this model satisfies MLR.1 through MLR.4, but 

β3 = 0.

• Our conditional expectations would look like

E[Crime|Educ, Income, Red_Shoes] = E[Crime|Educ, Income] = β0

+ β1Educi + β2Incomei

• In terms of unbiasedness of  𝛽1 and  𝛽2, there is nothing is 

changed

• There are issues with overspecification in terms of the variances 

of the OLS estimators…which we will see shortly



Omitted Variable Bias

• Let’s suppose the true population model is

Crime = β0 + β1Educ + β2Discount + ε

where Crime is the amount of crime individual i commits

Educ is the level of education individual i has accumulated

Discount is individual i’s discount rate

– Why is this probably not the true population model in reality? 

• Suppose what we care about is 𝛽1 and, either because we are stupid 

or we lack the data (in this case, we probably lack the data), we 

estimate the following

Crime = β0 + β1Educ+ µ

where µ = β2Discount + ε



Crime

Educ

 𝐶𝑟𝑖𝑚𝑒 =  𝛽0 +  𝛽1𝐸𝑑𝑢𝑐



Crime

Educ

 𝐶𝑟𝑖𝑚𝑒 =  𝛽0 +  𝛽1𝐸𝑑𝑢𝑐 +  𝛽2
where Discount = 1 (i.e., people with 

high discount rates)

 𝐶𝑟𝑖𝑚𝑒 =  𝛽0 +  𝛽1𝐸𝑑𝑢𝑐
where Discount = 0 (i.e., people with 

low discount rates)

 𝛽2



• If we estimate β1 with OLS (while omitting Discount), we derive  β1

• Calculating  β1 is straightforward (same as before), but the big difference here is 

that we must analyze its properties when the regression is misspecified due to an 

omitted variable

• To derive the bias in the simple regression estimator of  β1, we call upon the 

relationship from above

 β1 =  𝛽1 +  𝛽2 δ1

where  𝛽1 and  𝛽2 are slope estimators from the regression we wish we could have 

run and  δ1 is the slope from the simple regression of Discount on Educ

[insert simple derivation of formula above]

• Taking expectations

E[ β1] = E[ 𝛽1 +  𝛽2 δ1] = E[ 𝛽1] + E[ 𝛽2] δ1 

here, because   δ1 only depends on the independent variables in the sample, we treat 

it as fixed…will show in more detail soon



• We can carry this out further

E[ 𝛽1] + E[ 𝛽2] δ1 = β1 + β2
 δ1 

because  𝛽1 and  𝛽2 are the parameter estimates from the correctly 

specified model

• Therefore, we know that we can express the bias in  β1 as 

Bias( β1) = E[ β1] - β1 = β2
 δ1 

• Two cases where  β1 is unbiased

– 1.) Discount actually doesn’t belong in the true model (i.e. β2 = 0)

– 2.) Educ and Discount are uncorrelated in the sample

• When Educ and Discount are correlated,  δ1 has the same sign as 

the correlation between Educ and Discount

–  δ1 > 0 if Educ and Discount are positively correlated

–  δ1  < 0 if Educ and Discount are negatively correlated



• The sign of the bias in  β1 depends on the signs of both β2 and  δ1

– Suppose β2 > 0 and  δ1 < 0 (this is potentially what we would expect in 

our example…higher discount rate, leads to more crime…higher 

discount rate is negatively associated with educational attainment).

• In this case  β1 is said to have “negative bias.”

• Bias( β1) = E[ β1] - β1 = β2
 δ1 

• If we estimate  β1 < 0 (which would be consistent with the research on 

education and crime), then this negative estimate is “too big” in absolute 

magnitude…i.e., we are overstating the truth.  We also refer to this as 

“biased away from zero.”  

– If β2 > 0 and  δ1 > 0, then we would have “positive bias”

– If β2 < 0 and  δ1 < 0, then we would have “positive bias”

– If β2 < 0 and  δ1 > 0, then we would have “negative bias” 



• Deriving the sign of omitted variable bias when there are multiple 

regressors in the model is more difficult

• The correlation between a single explanatory variable and the error 

generally results in all OLS estimators being biased. Consider the 

population model

y = β0 + β1x1 + β2x2 + β3x3 + ε

• Suppose, however, we estimate

 𝑦 =  𝛽0 + 𝛽1𝑥1 +  𝛽2𝑥2
• Further, let’s assume that x2 and x3 are uncorrelated (maybe not 

true in reality, but let’s go with it for the sake of illustration).  So, 

x1 is correlated with the omitted variable, but x2 is not

• Both  𝛽1 and  𝛽2 will normally be biased…only exception is when 

x1 and x2 are also uncorrelated



• Even in this simple model, it can bee difficult to obtain the 

direction of bias in  𝛽1 and  𝛽2 because all three variables can be 

pairwise correlated

• The following approximation, however, is useful

– If we assume x1 and x2 are uncorrelated, then we can study the bias in  𝛽1
as if x2 were absent from both the population and estimated models.  

– In this case, it can be shown that

E[ 𝛽1] = β1 + β3

 𝑖=1
𝑛 (𝑥𝑖1−𝑥1)𝑥𝑖3
 𝑖=1
𝑛 (𝑥𝑖1−𝑥1)

2

– This is just like our familiar equation E[ β1] = β1 + β2
 δ1 but x3 replaces x2 in 

the regression of x3 on x2

– For example, if β3 > 0 and Corr(x1, x3) > 0, the bias in  𝛽1 is positive



• Let’s consider our education and crime model within this context

Crime = β0 + β1Educ + β2Income + β3Discount + ε

• If we omit Discount from the model during estimation, then β1 and 

β2 are both biased, even if we assume that Income and Discount are 

uncorrelated

• Because our primary interest lies in the relationship between 

education and crime, it would be helpful to determine whether we 

expect β1 to be biased towards or away from zero when the discount 

rate is omitted from the model

• To approximate, let’s assume that, in addition to Income and 

Discount being uncorrelated, that Educ and Income are uncorrelated 

(obviously, in this case, this is a bit of a stretch)

• If β3 > 0 and Corr(Educ, Discount) < 0, then  𝛽1 has negative 

bias…in this context, again, we would say that the relationship 

between Educ and Crime is biased “away from zero”

[show omitted variable bias more generally in 

matrix notation]



Variance of OLS Estimators

• MLR.5 Homoskedasticity

The error ε has the same variance given any values of the explanatory variables. That is,

Var(ε|x1, …, xk) = σ2

• If this assumption fails, then the model exhibits heteroskedasticity, just as in the 

two-variable case

• Assumptions MLR.1 through MLR.5 are called the Gauss-Markov assumptions

(for cross-sectional regression).

• Under MLR.1 through MLR.5, conditional on the sample values of the independent 

variables,

Var(  𝛽𝑗) = 
𝜎2

𝑆𝑆𝑇𝑗(1−𝑅𝑗
2)

for j = 1, 2, …, k, where SSTj =  𝑖=1
𝑛 (𝑥𝑖𝑗 −  𝑥𝑗)

2 is the total sample variation in xj, and 

Rj
2 is the R-squared from regressing xj on all other independent variables (and including 

an intercept)

[show this in summation and matrix notation]



Multicollinearity

• The equation Var( 𝛽𝑗) = 
𝜎2

𝑆𝑆𝑇𝑗(1−𝑅𝑗
2)

illustrates that Var(  𝛽𝑗) depends on 

three factors: 𝜎2, 𝑆𝑆𝑇𝑗, and 𝑅𝑗
2

Error Variance, 𝝈𝟐

• A larger error variance, means a noisier estimate of the variance of  𝛽𝑗

• Because 𝜎2 is a population characteristic, it has nothing to do with 

sample size…i.e., a larger N doesn’t help us here

• It is the one component that is unknown in the equation for Var(  𝛽𝑗) 

• Q. In a regression setting, what is the one way we could reduce the error 

variance?

• Ans. Add more control variables (i.e., take some factors out of the error 

term)

– But, it is not always possible to find additional legit factors that affect y



The Total Sample Variation in xj, SSTj

• The larger the total variation in xj, the smaller is Var(  𝛽𝑗) 

• So, for estimating βj we prefer to have as much sample variation in 

xj as possible.  

• While we generally cannot choose the sample values of the 

independent variables, we can increase the sample variation in each 

of the independent variables.  How?

– Increase the sample size

• As SSTj approaches zero, Var(  𝛽𝑗) approaches infinity.  

• The extreme case of no sample variation is not allowed by MLR.3

– In the general regression model, there are k + 1 parameters, and MLR.3 fails if 

n < k + 1.  

– To estimate k + 1 parameters, we need at least k + 1 observations. 



The Linear Relationships among the Independent 

Variables, Rj
2

• First, note that this R-squared is distinct from the R-squared in the 

regression of y on x1, x2, …, xk.  Rj
2 is obtained from a regression 

involving only the independent variables in the original model…

– Rj
2 is the R-squared from regressing xj on all other independent variables (and 

including an intercept)

– For illustration, consider the k = 2 case: y = β0 + β1x1 + β2x2 + ε.  Then Var( 𝛽1) 

= 
𝜎2

𝑆𝑆𝑇1(1−𝑅1
2)

, where R1
2 is the R-squared from the simple regression of x1 on x2

(and an intercept).

– As R1
2 increases to one, Var( 𝛽1) gets larger and larger.  Thus, a high degree of 

linear relationship between x1 and x2 can lead to large variances for the OLS 

slope estimators.  As illustrated in the following graph





• In general, Rj
2 is the proportion of the total variation in xj (i.e., the 

dependent variable in this auxiliary regression) that can be 

explained by other independent variables in the regression 

equation.

• Extreme cases

– The smallest Var( 𝛽1) is obtained when Rj
2 = 0

• Occurs only when xj has zero sample correlation with every other independent variable (a 

situation that rarely is encountered)

– The largest Var( 𝛽1) is obtained when Rj
2 = 1

• But, this is ruled out by MLR.3, because Rj
2 = 1 means that, in the sample, xj is a perfect 

linear combo of some of the other independent variables in the regression

• More relevant case is when Rj
2 is close to 1

• High correlation (but not perfect correlation) between two or more independent variables 

is called multicollinearity

• Whether a high Rj
2 means we get a Var( 𝛽1) that is too large to be 

useful depends on sizes of 𝜎2 and SSTj



• Multicollinearity problem is not clearly defined

– But, it is clear that it is better to have less correlation between xj and the 

other independent variables, holding all other factors equal

– One solution…we can drop other independent variables from the regression 

model.  But, what drawback does this come with?

• Variance vs. bias tradeoff

• Consider the following example

– Suppose we want to estimate relationship b/w various measures of school 

expenditures and student performance

– Expenditures on teacher salaries, instructional materials, athletics, and so on 

are highly correlated (rich schools spend more on everything, poor schools 

spend less on everything)

– This makes it difficult to estimate the relationship b/w performance and any 

one of these given expenditure measures

– We might do better by altering the research question and simply lumping 

expenditures together



• A large amount of correlation b/w certain independent variables can 

be irrelevant to the variance of a parameter estimate of interest

– Suppose we are regressing y on x1, x2, and x3…suppose further 

that x2 and x3 are highly correlated. 

– Var( 𝛽2) and Var( 𝛽3) may be large, but the degree of correlation 

between x2 and x3 has no direct effect on Var( 𝛽1).

– If x1 is uncorrelated with x2 and x3, then R1
2 = 0 and Var( 𝛽1) = 

𝜎2

𝑆𝑆𝑇𝑗

– If  𝛽1 is the parameter we care about for our question of interest, 

then we don’t really care about the correlation between x2 and x3



Variances in Misspecified Models

• The choice of whether to include a particular variable in a 

regression model can be made by analyzing the tradeoff b/w 

variance and bias

• Suppose we have the following true population model

y = β0 + β1x1 + β2x2 + ε

• Consider two estimators of β1. The first comes from the regression

 𝑦 =  𝛽0 +  𝛽1𝑥1 +  𝛽2𝑥2
• And, the second comes from the regression

 𝑦 =  𝛽0 +  𝛽1𝑥1
• When β2 ≠ 0, the second estimated equation suffers from omitted 

variable bias, unless x1 and x2 are uncorrelated

•  𝛽1 is unbiased for any value of β2…even zero



• So, if bias is the only criterion we use to evaluate OLS estimators, 

then we clearly prefer  𝛽1 to  𝛽1
• But, we want to consider more than simply the central tendency of 

estimators…we also care about the variance

Var( 𝛽1) = 
𝜎2

𝑆𝑆𝑇1(1−𝑅1
2)

(1)

vs.

Var( 𝛽1) = 
𝜎2

𝑆𝑆𝑇1
(2)

• Unless x1 and x2 are uncorrelated, the variance in eqn (2) is always 

smaller than the variance in eqn (1)

• We come to the following rules

– When β2 ≠ 0,  𝛽1 is biased,  𝛽1 is unbiased, and Var( 𝛽1) < Var( 𝛽1) 

– When β2 = 0,  𝛽1 is unbiased,  𝛽1 is unbiased, and Var( 𝛽1) < Var( 𝛽1) 



• Now we can see the problem of including irrelevant variables in our regression 

model.

• If β2 = 0, then including x2 in the model only makes the multicollinearity problem 

worse…that is, the only outcome is that we get a higher variance on the estimator 

for β1

• If β2 ≠ 0, then leaving x2 out of the model leads to a biased estimator of β1

– Two important reasons for keeping x2 in the model:

1.) The bias in  𝛽1 does not shrink as N gets large.  

• So, we can think of the bias as being roughly the same for any sample size.

• On the other hand, Var( 𝛽1) and Var( 𝛽1) both approach zero as N gets large…the 

multicollinearity due to including x2 becomes less of a problem as the sample size gets large

• In large samples, we prefer  𝛽1

2.) The variance formula Var( 𝛽1) = 
𝜎2

𝑆𝑆𝑇1
is conditional on the values xi1 and xi2 in 

the sample, which provides the best scenario for  𝛽1
• When β2 ≠ 0 and x2 is excluded, the error variance increases b/c the error effectively contains 

part of x2. But, the formula above for Var( 𝛽1) ignores the error variance increase because it 

conditions on both xi1 and xi2.  As a result, this formula is likely to underestimate Var( 𝛽1) 



Standard Errors of the OLS Estimators

• While an unbiased estimator of σ2 is the sample average of the squared 

errors, (1/n) 𝑖=1
𝑛 𝜀𝑖

2, we do not observe the errors in the population model.

• The unbiased estimator of σ2 in the multiple regression case is

( 𝑖=1
𝑛  𝜀𝑖

2)/(𝑛 − 𝑘 − 1) = SSR/(n – k – 1)

– We already have seen this estimator for the case where k = 1.

– df = n – (k + 1) = number of observations minus the number of estimated 

parameters

– See Theorem E.4 in Appendix E of Wooldridge for the proof



• For constructing confidence intervals and conducting hypothesis tests 

(which we will start doing soon), we use the standard error of  𝛽𝑗

se(  𝛽𝑗) =  𝜎/[SSTj(1 – R2
j)]

1/2

• Our formula for the standard error is obtained under the Gauss-

Markov assumptions

– Q. What does this require of our errors?

– Ans. se(  𝛽𝑗) is obtained under the assumption of constant variance in our errors 

(i.e., homoskedasticity)

– In the presence of heteroskedasticity, se(  𝛽𝑗) is not a valid estimator of sd(  𝛽𝑗)

•  𝛽𝑗 is still unbiased, but Var (  𝛽𝑗) is not…and, thus, our standard errors are no good



• It is helpful to write the formula for the standard errors as

𝑠𝑒  𝛽𝑗 =
 𝜎

𝑛𝑠𝑑(𝑥𝑗) 1−𝑅𝑗
2

• This version of the formula for the standard errors shows more 

explicitly how the sample size affects the standard errors.

• The standard errors shrink to zero at the rate 1/ 𝑛

• That is, the precision of our parameter estimates increases as our 

sample size grows.



Efficiency of OLS

• Under MLR.1-MLR.4, OLS is unbiased

– But, there are actually many unbiased estimators of βj under these assumptions 

(problem 13 in Wooldridge, Ch. 3 provides examples)

• When thinking about efficiency, what we ultimately care about is whether 

there are other unbiased estimators that have smaller variances than the OLS 

estimators

• We can show that OLS is BLUE…(best linear unbiased estimator)

– By “best”, we mean the estimator with the smallest variance

– That is, if we denote the OLS estimators as  𝛽𝑗 , then the Gauss-Markov 

Theorem states that, for any estimator  𝛽𝑗 that is linear and unbiased, Var(  𝛽𝑗) ≥ 

Var(  𝛽𝑗), and the inequality is generally strict

• Gauss-Markov Theorem (for cross-sectional analysis)

Under MLR.1-MLR.5,  𝛽0,  𝛽1, …,  𝛽𝑘 are the best linear unbiased 

estimators of 𝛽0, 𝛽1, … , 𝛽𝒌, respectively.

[show that OLS is BLUE]


